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ABSTRACT
ARMI is a communication library that provides a framework for expressing fine-
grain parallelism and mapping it to a particular machine using shared-memory and
message passing library calls. The library is an advanced implementation of the RMI
protocol and handles low-level details such as scheduling incoming communication and
aggregating outgoing communication to coarsen parallelism. These details can be tuned
for different platforms to allow user codes to achieve the highest performance possible
without manual modification. ARMI is used by STAPL, our generic parallel library, to
provide a portable, user transparent communication layer. We present the basic design
as well as the mechanisms used in the current Pthreads/OpenMP, MPI implementations
and/or a combination thereof. Performance comparisons between ARMI and explicit use
of Pthreads or MPI are given on a variety of machines, including an HP-V2200, Origin

3800, IBM Regatta and IBM RS/6000 SP cluster.
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1. A Comparison of Communication Models

Communication is a fundamental aspect of parallel programming. Not even the
most embarrassingly parallel application can produce a useful result without some
amount of communication. Unfortunately, expressing efficient communication is
also one of the most difficult aspects of parallel programming.

1.1. Shared Memory vs. Message Passing

The most common communication models in parallel programming are shared-
memory and message passing. In shared-memory, threads share a global address
space. A thread communicates by storing to a location in the address space, which
another thread can then load. To ensure correct execution, synchronization oper-
ations are introduced (e.g., locks and semaphores). The shared-memory model is
considered easier to program, and is portable due to standards like Pthreads [10]

*This research supported in part by NSF Grants EIA-0103742, ACR-0081510, ACR-~0113971,
CCR-0113974, ACI-0326350, and by the DOE.



Parallel Processing Letters

and OpenMP [20]. Furthermore, machines that implement this model do so by sup-
porting it in hardware, thus generating little overhead. The biggest disadvantage
of shared memory models has been its inapplicability to very large machines.

In the message passing paradigm, a group of processes cooperates using private
address spaces. A process typically communicates by explicitly sending a message
to another process, which must use a matching receive. However, newer libraries do
employ some form of one-side communication [18,24,16], Synchronization is implied
through the blocking semantics of sends and receives. Users must manually dis-
tribute data across the system, making dynamic or irregular applications difficult
to code. The model is considered more difficult to program than shared memory
but flourishes because of its ability to scale to massively parallel systems and its
standardization as the Message Passing Interface (MPI).

There is a subtle distinction between these two paradigms. Programmers are
aware of the higher latency of MPI communications and so tend to minimize its
impact by using a coarse grain parallelization/communication model (in the BSP
style [28]). This style tends to increase the critical path of programs by the time
it takes to communicate. Even with non-blocking messages the tendency is to
lower the frequency of messages in favor of their length. We could argue that MPI
programs scale well if the ratio local work/processor stays above a certain value.
However, if time to completion of an application of a fixed data size is the objective,
then it is imperative to uncover and exploit the maximum amount of parallelism.
This means that we need to exploit finer grain parallelism (and communication)
than the MPI programming style is suitable for.

Modern large parallel machines usually consist of a network of nodes, where
every node is in fact a small parallel machine itself. This implies that we need
to exploit, concurrently, both coarse grain and fine grain parallelism. The widely
adopted approach to writing portable code across such platforms has been to use
only MPI, making writing in such an adaptive manner extremely tenuous.

1.2. Remote Method Invocation

Remote method invocation (RMI) is a communication model that has its ori-
gins in the RPC (remote procedure call) protocol. It is most often associated with
Java [11]. RMI works with object-oriented programs, where a process communicates
by requesting a method from an object in a remote address space. Synchronization
is implied through the blocking semantics of RMI requests (e.g., Java RMI does not
return until it completes [17]). RMI is related to its function-oriented counterpart,
remote procedure call (RPC) [30], which allows a process to request a function in a
remote address space. Although RMI raises the level of communication abstraction
by dealing with methods instead of directly accessing data by exposing the under-
lying shared-memory or message passing operations, it is generally associated with
distributed applications, not high performance parallel applications [8,9]. High per-
formance run-time systems that do support RMI- or RPC-related protocols include
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Active Message [29], Charm++ [12,13], Tulip [1], and Nexus [8]. Whereas Java
RMI always blocks until completion to obtain the return value, many of the high
performance implementations never block and never produce return values. Here,
the only way to obtain the return value is through split-phase execution, where for
example, object A invokes a method on object B and passes it a callback. When
object B completes the RMI, it invokes object A again via the callback. Split-phase
execution helps tolerate latency, since object A can do something else while it waits,
but complicates programming.

We believe that RMI has several advantages over the previously presented pro-
tocols. It gives the flexibility to either move data (as in MPI) or methods (work)
between processors, and thus can be more easily adapted to the needs of the appli-
cation. Furthermore it works well in an object-oriented environment and places its
user at a higher level of abstraction. Using an RMI based communication package
distances the programmer from the details of the communication implementation
and its associated cost, and allows for a finer grain programming style. The flexibil-
ity and simplicity of RMI more than pays off for any additional overhead associated
with its use.

1.3. Contribution

ARMI [23] makes several contributions. It provides a communication style,
RMI, that takes advantage of the natural communication involved in object-oriented
programs, method invocations. It raises the level of abstraction of low-level message
passing or shared-memory communication styles, and hence allows for an easier
parallelization. RMI also maintains data-hiding techniques, such as encapsulation,
whereas other models must interface directly with data, bypassing the objects’
interfaces. ARMI supports both blocking RMI, to alleviate the need for difficult
split-phase execution, and non-blocking RMI, for high performance. Since RMIs
do not require matching operations, incoming requests are scheduled internally and
advanced synchronization mechanisms, similar to one-sided models, are provided.

ARMI also defines and implements framework for expressing fine-grain paral-
lelism and mapping it to a particular machine using shared-memory and message
passing library calls. ARMI handles low-level details such as scheduling incom-
ing communication and aggregating outgoing communication. These details can be
tuned for different platforms to allow user codes to achieve the highest performance
possible without manual modification. ARMI adapts its behavior to the underly-
ing architecture by using the native or lower level communication primitives and
employs aggregation and scheduling to coarsen parallelism as necessary.

Finally, ARMI serves as the run-time system for STAPL. STAPL, the Standard
Template Adaptive Parallel Library, is a parallel superset to the C++ Standard
Template Library, which provides generic parallel containers and algorithms [22,21].
In this paper, we show performance results for ARMI and its use with several STAPL
components: parallel sorting of a pVector, LU decomposition of a pMatrix, strongly
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connected component detection on a pGraph, and pArray element updates.

2. Our Programming Environment: STAPL

ARMI was originally designed as a communication infrastructure for STAPL,
although it can also be used in any parallel C4++ programming environment. We
now briefly present STAPL and illustrate its capabilities through an example.

2.1. STAPL Qwverview

The C++ Standard Template Library (STL) is a collection of generic data struc-
tures with methods, called containers (e.g., vector, list, set, map), and algorithms
(e.g., copy, find, merge, sort) [27]. Containers and algorithms are bound in terms
of iterators. An iterator provides an abstract interface to a sequence of data, pro-
viding operations such as ‘dereference current element’, ‘advance to next element’
and ‘test for equality’. Each algorithm is expressed in terms of iterators instead of
container methods, allowing the algorithm to be used with a variety of containers.

The Standard Template Adaptive Parallel Library [22,21] (STAPL) is a par-
allel superset of STL that provides parallel containers, pContainers, and parallel
algorithms, pAlgorithms, that are bound together by pRanges. The pContainers
provide a shared-object view of physically distributed data. A pRange is a view of
a work space, which is the set of tasks to be performed in a parallel computation. A
pRange can be recursively partitioned into subranges defined on disjoint portions of
the work space. A leaf subrange in the pRange hierarchy is the smallest schedulable
entity and represents a subset of the data space and the set of tasks that will operate
on it. The pAlgorithms use pRanges to efficiently operate on data in parallel.

2.2. STAPL’s Programming Style

A STAPL user composes an application by specifying pContainers, initializing
them, and then applying the appropriate pAlgorithms. The provided pContainers
and pAlgorithms abstract any underlying communication. For example, derefer-
encing an element of a parallel vector may cause a remote miss, invoking an RMI
to return the element. Similarly, a parallel sort will perform the necessary com-
munication to permute the input to sorted order. If the necessary container or
algorithm is not implemented, a more advanced STAPL user can provide their own
implementation.

ARMI provides a shared-object view to STAPL. Objects are distributed among
the threads, where local communication occurs via regular C++ method invoca-
tion, and remote communication occurs via RMI. Because objects are conceptually
shared, fine-grain parallelization is naturally expressible. For example, each ele-
ment in the parallel sort can be transferred individually, instead of hard-coding
aggregation at the user level with manual buffering.

A shared-memory system may be able to tolerate this high level of fine-grain
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communication, whereas a message passing system will likely perform poorly. Ap-
plying aggregation can reduce and even eliminate this performance degradation. As
such, carefully tuning ARMI allows a fine-grain parallel program to efficiently ex-
ploit all possible parallelism on a shared-memory system, and automatically coarsen
the parallelism via aggregation for a message passing system. In contrast, it is much
more difficult for a library to attempt to break apart a coarse-grain program into
smaller chunks for mapping on a shared-memory system.

Using STAPL, a programmer is able to program in the easier shared-memory
style, and expose as much parallelism as possible by using a fine-grain paralleliza-
tion style. ARMI can be tuned to fully exploit the available parallelism in a shared-
memory system, and perform the appropriate amount of aggregation in the message
passing system. In addition, in environments such as clusters of SMPs, ARMI can
employ mixed-mode communication by using shared-memory within nodes and mes-
sage passing between nodes. Such systems may support lower aggregation settings
within the node, and higher settings between nodes. Since many parallel algorithms
utilize neighbor based communication, such a style can improve performance.

2.8. Case Study: Parallel Sorting

To illustrate how different parallel programming models affect communication,
we consider a common parallel algorithm for sorting: sample sort [2]. Sample sort
consists of three steps, the first of which is to sample the elements of the input
data to select p — 1 of them to be used as splitters! These splitters are sorted in
non-decreasing order and used to partition the input data into p buckets such that
every element in bucket; is less than every element in bucket; 1 (and the splitter
between them). Second, each processor scans its elements sending them to the
processor handling the appropriate bucket. Finally, each processor sorts its bucket,
and copies the sorted range back to the original data structure.

Consider Figures 1 and 2, which present implementations using fine-grain shared-
memory and coarse-grain message passing. These fragments are for illustration only
and do not necessarily represent the best possible implementations. Assume the in-
put has already been generated and, for message passing, distributed.

In general, shared-memory algorithms are sequential until a fork (line 10),
whereas message passing algorithms are always in parallel. The shared-memory
code uses a shared STL vector to communicate splitters before forking (lines 6-7),
as opposed to the message passing library calls (lines 5-6). Shared-memory must
calculate each thread’s local portion after the fork (lines 9-12), whereas in message
passing, data must be manually distributed a priori. Shared-memory shares the
buckets by locking each insertion to ensure mutual exclusion (lines 13-16), and uses
a barrier (line 18) to ensure event ordering of the distribution and sorting phase.
Message passing buffers all the communication to each destination (line 11-14), and

TMost implementations oversample the input to increase the chance of balanced buckets. We have
removed this sub-step for simplicity.
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1 void sort(int* input, int size) {

2 int p = //...number of threads

3 std :: vector<int> splitters(p—1);

4 std :: vector< vector<int> > buckets(p);

5 std :: vector<lock> locks(p); //sychronize proc. bucket access
6 for(int i = 0; i < p—1; ++1)

7 splitters [p—1] = //...sample input...

8 std :: sort (splitters.begin (), splitters.end());

9

10 //...fork p threads...

11 int id = //...thread id...

12 for (i = (size/p)*id; i < (size/p)*(id+1); ++1i) {

13 int dest_bucket = //...pick bucket using splitters...
14 locks [dest].lock ();

15 buckets[dest]. push_back (input[i]);

16 locks [dest].unlock ();

17

18 barrier (); //wait for all threads to finish bucket insertion
19

20 sort (bucket [id ]. begin (), bucket[id].end());

21 //...copy buckets back to input source

2 }

Figure 1: Example of a shared-memory sample sort

performs a single large communication phase (lines 15-20), implicitly ensuring event
ordering.

Neither implementation is optimal. Shared-memory’s extensive use of locking
causes contention on the buckets. Message passing performs computation and com-
munication in separate phases, which eliminates their overlap, increasing the critical
path of the code. These issues are not intrinsic to the algorithm, only to the under-
lying communication model and implementation. Improvements can be made that
require additional code, which further strays from the base algorithm.

We now contrast these implementations with one using ARMI and the STAPL
pVector (see Figure 3). The code fragment shown in the figure contains additional
code to wrap the algorithm in a object-oriented class. The core of the algorithm
(contained in the execute method) is actually shorter than either of the previous
implementations.

The ARMI code maintains the shared-memory implementation’s fine-grain ap-
proach by sending each element as it becomes available (lines 15-16). However,
ARMI abstracts the mutual exclusion, and so explicit locking operations are re-
moved. This allows the underlying implementation to aggregate requests as nec-
essary, making the code much closer to optimal. For example, a tightly-coupled
shared-memory machine may use a low aggregation factor, whereas a large dis-
tributed memory machine may use a larger setting, or even aggregating all messages
to become the coarse grained message passing implementation at run-time.
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1 void sort(intx input, int localSize) {

2 int p = //...number of processes, 0—p...

3 std :: vector<int> splitters (p—1);

4 std :: vector<int> bucket(p);

5 int sample = //...sample my local input...

6 AllGather(&sample, splitters); //all procs. get all splitters
7 sort (splitters.begin (), splitters.end());

8

9 //outBucket aggregates bucket insertions

10 std :: vector< std:: vector<int> > outBucket(p);
11 for(i = 0; i < localSize; i++) {

12 int dest = //...pick bucket(processor) using splitters...
13 outBucket [dest |. push_back (input[i]);

14 }

15 for(int i = 0; i < p—1; ++1)

16 Send (outBucket [1] ...);

17 for(int 1 = 0; i < p—1;++1i) {

18 Recv (tmp ...);

19 bucket.insert (tmp.begin (), tmp.end ());

20 }

21

22 sort (bucket.begin (), bucket.end());

23 //...copy bucket contents back to input source
24}

Figure 2: Example of a message passing sample sort

3. Design and Implementation

In this section we discuss mechanisms for object registration, data packing,
and method invocation along with ARMI’s consistency model and integration in
STAPL. Currently, ARMI is implemented for Threads (shared-memory) and MPI-
1.1 (message passing). The threads model determines at compile-time whether to
use Pthreads or OpenMP. In addition, there is a mixed-mode version, which suitable
for environments such as clusters of SMPs. Since the interface remains the same,
all that is required to use a different implementation is to recompile.

3.1. Object Registration

The shared objects used in communication are distributed among threads, with
each thread owning a local representative. Shared objects are identified by an
rmiHandle, and their local objects are identified by a thread id and rmiHandle.
As such, all objects that are communication targets must be registered with ARMI
to obtain an rmiHandle, which allows for proper translation to the local objects.
Currently, we assume an SPMD style of programming, such that each thread will
register the same number of objects in the same order. This design coincides with
that of STAPL’s pContainers. However, users can bypass this symmetry constraint
by using ARMI calls that enable them to manually assign rmiHandles.
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struct p-sort : public stapl:: parallel_task {
int xinput, size;
p-sort (int* i, int s) : input(i), size(s) {}

void execute () {

int p = stapl::get_-num_threads ();

int id = stapl::get_thread._id ();

stapl:: pvector<int> splitters(p—1);
stapl:: pvector< vector<int> > buckets(p) ;
splitters[id] = //...sample input...
stapl::rmi_fence ();

for(i = 0; i < size; +41i) {

int dest = //...pick bucket wusing splitters...

stapl::async_rmi(dest, ...,
&stapl::pvector :: push_back, input[i]);

stapl::rmi_fence ();

sort (buckets[id]. begin (), buckets[id].end());
//...copy buckets back to input source

Figure 3: Example of a sample sort using ARMI

3.2. Communication

three basic primitives in ARMI, one for requests with no return value and two for
those returning a value. For both return and no return, non blocking versions exist
allowing greater overlap of communication and computation. Nonblocking calls are
automatically aggregated by ARMI, and issued in groups based on a default or

Threads independently access other threads’ local objects via RMI. There are

user-defined aggregation factor.

1. void async_rmi(dest, handle, method, argl...) - Nonblocking. Issues
the RMI request and returns immediately. Subsequent synchronization calls,
such as rmi_fence, may be used to wait for completion of requests.

. rtn sync_rmi(dest, handle, method, argl...) - Blocking. The call is-
sues the RMI request and waits for the answer. Since it waits for a return
value, it is not possible to aggregate multiple sync_rmi’s, although a single
sync_rmi may be transferred with an aggregated group of async_rmi’s.

. rtn sync_rmi(opaque, dest, handle, method, argl...) - Nonblocking.
issues the RMI request and and returns immediately. The opaque data object
has a ready() function that can be polled for return arrival and a value()
function to subsequently read that value. Aggregation and explicit synchro-
nization is possible as with an async_rmi call.
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The additional information required compared to a regular C++ method invoca-
tion is minimal. Only dest is completely new, which specifies the destination thread.
As discussed earlier, rmiHandles facilitate proper translation between threads. The
method is a C++ pointer to a method defined by the object. Important to note is
that the type safety mechanisms of C++ are maintained, through ARMI’s extensive
use of C++ templates.

ARMI also incorporates many-to-one and one-to-many communication to sup-
port common collective communication patterns. By default, these operations are
globally collective. However, subgroups can be defined and used, with semantics
that are similar to that employed with MPI communicators.

1. void broadcast_rmi(group, handle, method, argl...) - makes a state-
ment to all threads. The call issues an RMI request from one thread, to be
executed by all other threads.

2. void reduce_rmi(group, handle, method, input, output) - asks a ques-
tion on all threads and collects the results (i.e., a reduction). The call issues
the RMI request and waits for the answer.

RMTI requests do not require matching operations on the destination thread. As
such, ARMI must introduce mechanisms to schedule the processing of incoming
requests. The two issues that must be balanced are ensuring a timely response to
incoming requests, which may be blocking the caller (e.g., sync_rmi), and allow-
ing the local computation to proceed. Request scheduling is not a new problem,
and several approaches exist. Explicit polling [29,1,8,24] offers timely responses,
put polling may effect the performance of local computation. Interrupt based ap-
proaches [29,1,8,24,18], offer relatively timely responses as well but with substantial
overhead. Finally, blocking and nonblocking communication threads have been pro-
posed [8] and can be useful when appropriate thread scheduling can be guaranteed.

Our current solution is explicit polling. Polls are performed within ARMI library
calls. This has the advantage of being transparent to the user, and the drawback of
poor response if no communication occurs for a long period of time. In cases where
the user is aware of this, an explicit rmi_poll operation is available. We have
also prototyped a non blocking communication thread version and are studying the
performance and benefits of this approach.

3.8. Consistency and Synchronization

A clear discussion of memory consistency [6] issues is often absent when describ-
ing a parallel library or communication system. This omission is unfortunate, as it
is left to the programmer to learn by trial and error the software’s real behavior.

We describe the consistency model of ARMI in terms of the processing of re-
quests. We do this as all communication between objects on different processors are
serviced at this level. The consistency is discussed in terms of both the atomicity
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and ordering of RMIs. These should be taken as minimum guarantees for use when
programming directly to the ARMI API. In reality, STAPL components that use
ARMI often provide interfaces to the end user that offer stricter guarantees.

Servicing of incoming RMIs on a thread are guaranteed to be atomic. By atomic,
we mean that once the processing of a request has begun, it will exclusively continue
to completion without interruption. This guarantee is removed when sync_rmi calls
are invoked by a request being serviced. In this case, polling and processing of
subsequent requests occurs while waiting for the return value, in an attempt to
prevent deadlock. However deadlock is still a possibility, and it is the responsibility
of the user to avoid creating programs where it can occur.

ARMI enforces the atomicity of accesses to an object’s data by requiring that
all accesses be performed through invocations of the object’s methods. ARMI is
informed about entry and exits from these methods by the object and determines
whether a conflict exists. If the processing of the next RMI request causes conflict,
this operation is blocked until the local computation has finished its access of the
object.

A strict ordering on the servicing of RMIs sent from one thread to other threads
is in general not guaranteed. However, there are some cases where some partial
ordering is ensured. Multiple RMIs sent from a local thread to a single destination
are processed in the order sent. Blocking sync_rmi calls from a local thread to
different remote threads are serviced in the local thread’s program order.

The rmi_wait operation is provided to allow a thread to wait for the next incom-
ing RMI before proceeding. The rmi_fence operation is provided to allow threads
to wait until all other threads have arrived and completed all pending RMI com-
munication. Hence, it provides stronger guarantees than that of a typical barrier
(e.g., not only the relative program position of threads) and can be used as an RMI
ordering mechanism.

3.4. Data Transfer

In ARMI, only one instance of an object exists at once, and it can only be
modified through its methods. The granularity of data transfer is the smallest pos-
sible, the method arguments; and arguments are always passed-by-value to elimi-
nate sharing. As such, ARMI avoids data coherence issues common to some DSM
systems, which rely on data replication and merging. In effect, RMI transfers the
computation to the data, allowing the owner to perform the actual work, instead
of transferring the data to the computation.

To support message passing as an implementation model, ARMI requires each
class that may be transfered as an argument to implement a define_type method.
This method defines the class’s data members in a style similar to Charm++’s
PUP interface [12,13]. Each data member is defined as local (i.e., automatically
allocated on the stack), dynamic (i.e., explicitly allocated on the heap using malloc
or new), or offset (i.e., a pointer that aliases a previously defined variable, for exam-
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ple STL vectors often maintain a dynamic begin pointer, and an offset end pointer,
aliasing the end of the currently used space). This method may then be used as
necessary to adaptively pack, unpack, or determine the type and size of the class
based on ARMI’s underlying implementation. Interfaces also exist for user de-
fined pack/unpack functions for objects of a given class. These functions are then
inter-operable with the automated framework and can be used where programmer
knowledge enables some packing optimization (i.e., only some fields of class needed).

Fig. 4(a) demonstrates a simple example. The objectA class contains two locally
defined variables, an array of doubles and an objectB. The objectB class stores a
local integer size and a dynamically allocated integer array of that size. The typer
is used during packing. If objectA is being transferred as an argument, ARMI will
internally create a typer and call the define_type method (line 4). On line 6,
typer will recursively call the define_type for objectB (line 13), to ensure the
entire object is correctly packed.

class objectA {
double a[10];
objectB b;
void define_type(typer& t) {
t.local(a, 10); ( User Code ]
t.local(b);
} pAlgorithms Y ™(pContainers
} —~(pRange )}«
class objectB { '
int size; C ARMI )
int* array; ¢ ¢ ¢
void define_type(typer& t) { Pthreads OpenMP

t.local(size);
t.dynamic(array, size);

(b) Basic STAPL Components

(a) Example of the define_type interface

Figure 4:

3.5. Integration with STAPL

Fig. 4(b) shows the layout of STAPL’s basic components, with an arrow repre-
senting a usage relationship. ARMI serves as the bottom layer, and abstracts the
actual parallel communication model utilized via its RMI interface.

A pContainer is a distributed data structure. Although the user/programmer
sees a single object, at run-time the pContainer creates one sub-pContainer object
per thread in which to actually store data. The pContainer’s main job then is
to maintain the consistency of the data it stores as the user invokes its various
methods. Three remote communication patterns result:
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1. access - a thread needs access to data owned by another thread (e.g., the
dereference operation for a vector). The sync_rmi handles this pattern.

2. update - a thread needs to update another thread’s data (e.g., the insert
operation). The async_rmi handles this pattern.

3. group update - a thread needs to update the overall structure of the container
(e.g., the resize operation). The broadcast_rmi handles this pattern.

Since pContainers’ methods use RMI to implement these communication pat-
terns, they effectively abstract the underlying communication seen by the user. An
efficient library supporting both shared-memory and message passing might need
to provide two versions of each container, one for shared-memory and the other for
message passing. STAPL needs just one version of each pContainer by pushing the
details and decision between shared-memory and message passing into the commu-
nication library. ARMI also helps facilitate an easier implementation by relaxing
the constraint of matching sends and receives, as in message passing.

A pAlgorithm expresses a parallel computation in terms of parallel task ob-
jects. These objects generally do not use RMI directly. The specific input data per
parallel _task are defined by the pRange, just as iterators define the input to an
STL algorithm. Intermediate or temporary results that are used across threads can
be maintained using pContainers within the parallel_task. As their methods are
used to modify and store the results, the pContainers will internally generate the
necessary RMI communication. In the end, the user can combine pContainers and
pAlgorithms to write a program without concern for the underlying communication.

4. Performance

We tested the implementations of ARMI on a number of different machines,
including a Hewlett Packard V2200, an SGI Origin 3800, an IBM Regatta-HPC,
and an IBM RS6000 SP. The V2200 is a shared-memory, crossbar-based symmetric
multiprocessor consisting of 16 200MHz PA-8200 processors with 2MB L2 caches.
The 03800 is a hardware DSM, hypercube-based CC-NUMA (cache coherent non-
uniform memory access) consisting of 48 500MHz MIPS R14000 processors with
8MB L2 caches. The Regatta is a shared-memory bus-based interconnect, consisting
of 16 1.3GHz Power4 processors with 1.5MB L2 and 32MB L3 caches. The RS6000
is a cluster of SMPs, consisting of 4 332MHz PowerPC 604e processors with 256kB
L2 caches per node, with nodes connected by a dedicated high-speed switch.

4.1. RMI Overhead

The ARMI abstraction includes a number of overheads compared to regular
method invocation. This section measures the cost of creating and executing an RMI
locally (i.e., everything but transfer). The major abstraction involved in building
an RMI request is using the member function pointer (method pointer), instead of



The ARMI Communication Library

invoking the method directly on a given object. Storing the method pointer allows
for execution at a later time, at the cost of increased overhead due to additional
memory dereferences at runtime.

Table 1 measures the cost of invoking an empty method directly, via a method
pointer, and via a local ARMI async_rmi. The inliner was disabled since inlining an
empty method allows the optimizer to deadcode and remove the entire invocation.
In general, the method pointer generally requires twice as long as direct method
invocation. ARMI requires a substantial amount more than this however.

V2200 | 03800 | Regatta | RS6000
Direct 65 12 8 60
Mthd. Ptr. 132 26 14 121
ARMI 933 325 197 842

Table 1: Overhead of method invocation (ns)

Before execution is possible, the RMI request must be created, at the cost of
several internal method invocations that allocate the request directly in the aggre-
gation buffer. This helps reduce latency in the general case, but increases the cost of
local execution versus creation directly on the stack. To preserve copy-by-value se-
mantics, and possibly serialize data for transfer, all arguments must also be copied.
During execution, the RMI request execution method is virtual, which incurs an
additional dereference, and must also access the RMI registry to determine the loca-
tion of the object specified by the given rmiHandle, another dereference. Although
these overheads are costly compared to direct method invocation, the next section
will show that they are a small percentage of the actual communication latency.

4.2. Latency

We tested ARMTI’s latency versus explicit Pthreads or MPI code using a ping-
pong benchmark. One thread sends a message, and upon receipt, the receiver
immediately sends a reply. ARMI uses two benchmarks. The first uses async_rmi to
invoke a reply async_rmi, the second a sync_rmi (blocking). The Pthreads version
uses an atomic shared variable update as the message, with ordering preserved by
busy-waiting. The MPI benchmark explicitly matches sends and receives.

The resulting wall clock times are shown in Table 2. Since ARMI is imple-
mented on top of Threads or MPI, its latency is always greater. However, the
abstraction buys the user the ability to interact with an object’s methods, instead
of directly with data, and handles most of the low level details. The major con-
tributor to this overhead is that ARMI attempts to make the common case fast,
whereas the hand-tuned benchmarks make the best possible use of their communi-
cation libraries for this specific benchmark. For example, ARMI uses non-blocking
MPI_Isend and MPI_Irecv to internally overlap communication and computation as
much as possible, which yields great benefits in larger programs. However, given
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the minimal amount of overlap in the ping-pong benchmark, the hand-tuned MPI
uses MPI_Send and MPI Recv. We have identified that the HP implementation of
MPT on the V2200 incurs a 131% penalty when using MPI Isend/MPI _Irecv versus
MPI_Send/MPI Recv on this benchmark, increasing the latency from 16 to 37us for
hand-tuned MPI. Another source of overhead is that ARMI transfers RMI header
information during the ping-pong, and hand-tuned MPI is able to use empty mes-
sages. On the V2200, augmenting the MPI benchmark to transfer 24 bytes, the
size of an RMI header, increases the latency from 37 to 45us. As such, 72% of the
ARMI overhead on the V2200 can be attributed to implementation via non-blocking
MPI, 27% to header information, with remaining differences due to the overhead of
creating and executing RMI requests.

V2200 03800 Regatta RS6000
Explicit | ARMI | Explicit | ARMI | Explicit | ARMI | Explicit | ARMI
Threads 15 21/18 4 6/5 2 3/3 6 16/11
MPI 16 45/49 13 15/16 6 10/11 29 66/71

Table 2: Latency (us) of explicit communication and ARMI (async_rmi/sync_rmi).

We also tested the impact of aggregation on message latency when issuing many
communication requests, by re-timing the ping-pong benchmark using multiple con-
secutive pings before a single pong. Aggregation was varied from 4 to 2048 messages.

Fig. 5 shows the results for MPI on the O3800. ARMI is faster after issuing
just 10 pings, and yields a 15-fold improvement after 10,000 pings. In this case, the
optimal aggregation factor is 256 messages (an 8KB buffer), which means ARMI
will automatically translate the 10,000 pings into 40 large MPI_Sends, as opposed
to the MPI benchmark using 10,000 small MPI_Sends.

The general trend for the aggregation factor is a parabolic curve. Initially,
aggregation alleviates much of the network traffic and makes better use of the
available bandwidth. If used too liberally however, aggregation increases the amount
of work that needs to be performed at the end of the computation phase, thus
increasing the critical path, as seen for an aggregation of 2048. These same results
hold for shared-memory systems, although the benefit is given the already low
overheads of shared-memory. For Pthreads on the 03800, an aggregation buffer of
256 messages provides a 3-fold improvement versus non-aggregated Pthreads.

5. Algorithm Performance

A variety of parallel algorithms have been implemented using ARMI. One ex-
ample is the case study, sample sort. We compared our RMI-based implementation
to a hand-tuned MPI implementation that required twice as many lines of code.
The implementation buffers all elements locally, then performs an all-to-all merge
before the final sorting phase.

Fig. 6(a) shows the scalability results comparing ARMI’s Thread and MPT im-
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plementations versus a solely MPI-based implementation for sorting one million
integers on the Regatta. In this scalability study, speedups are measured using the
parallel algorithm (with P=1) as a baseline. This has been done for comparing
the relative performance of implementations based on the three different commu-
nication paradigms. Both ARMI implementations use an aggregation factor of 256
requests.

As shown, Threads is able to sustain more parallelism at this level of work than
MPI, as well as outperform the hand-tuned MPI. The super-linear scalability start-
ing at 4 processors occurs when the input data first fit into the 1.5MB L2 cache. The
drop-off at 16 processors is due to the overhead of communication, which sets a lower
bound on the running-time. Since Threads has lower latency than MPI, it is able
to sustain a faster running time. In addition, the Threads implementation overlaps
communication and computation by communicating groups of RMI requests, whose
sizes are determined by the aggregation factor, instead of using a single large merge,
as in the hand-tuned MPI, which is unable to hide any communication latency.

Fig. 6(b) shows the scalability as the dataset is increased from 1M to 50M inte-
gers. Even given the much larger dataset, the Threads implementation is still able
to outperform MPI. However, the increased work-per-communication ratio allows
the hand-tuned MPI to able to outperform ARMI. The super-linear speedups at 8
processors occur when the data first fits into the 32MB L3 cache.

5.1. Aggregation

We investigated the effects of aggregation by looking at three parallel applica-
tions that use different pContainers found in STAPL. The first code is a kernel
often used for bandwidth testing that simulates parallel, random updates of a large
distributed structure, specifically a STAPL pArray. Next, we look at the LU de-
composition [5] of a matrix. In this case a STAPL pMatrix is used, which is built
on the foundation of the Matrix Template Library [25]. The final code, pSCC, de-
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tects strongly-connected components in an arbitrary pGraph using the algorithm
described in [15]. Performance results for the benchmark applications with various
aggregation factors are shown in Figure 7.

The results for pSCC, shown in Figure 7(a), demonstrate the importance of
aggregation in obtaining optimal and scalable performance. Without aggregation,
performance begin to drops substantially above four processors. Of note is the sweet
spot occurring with an aggregation factor of 75. Above and below this value, ag-
gregated performance is good but suboptimal. From investigation, it appears that
this value is not solely dependent on the underlying communication infrastructure
(MPI) or system architecture. Instead, the sensitivity is also program specific and
the optimal value of aggregation is dependent greatly on the input data (e.g., struc-
ture of the graph). We are working on adaptive mechanisms in ARMI to customize
the aggregation at run time for applications such as this. However, much of the
gains from aggregation can come with a fixed factor, even in this dynamic case.

The need for aggregation is even more pronounced with the LU decomposition
of a pMatrix (Figure 7(c)). Without aggregation, the algorithm does not scale well
at all. There’s only a speedup of 3 on 64 processors, versus 35 with aggregation.
Further experiments backup what the graph suggests, additional aggregation offers
no benefit but does not negatively impact performance. We are still investigating
precisely why this is, but we believe that the additional aggregation is not greatly
utilized due to synchronizations enforced by the algorithm.

As stated earlier, the pArray update kernel, a bandwidth test that is communi-
cation bound. Indeed, communication was so overwhelming at the fine grain level,
that MPT fails to properly service the program with an aggregation value of one.
The program is highly regular, as the plots in Figure 7(b) suggest, and it benefits
a measurable amount from additional aggregation; there is a 20% improvement in
performance with an aggregation of 4,096 instead of 64 when running on 64 proces-
sors. Furthermore, the trend is for this gap to increase as the difference is only 5%
at four processors.



The ARMI Communication Library

20, p
m—m Aggregation=2 | ] Linear
2 e Aggregation=25 m—8 Aggregation 64
@—® Aggregation=50 9 16| »—x Aggregation 256
10 Aggregation=75 —— A—A Aggregation 1024
+—¢ Aggregation=100 m +—+ Aggregation 4096
2 g ' " 212 -
3 - g
5o 3
4
2

1 2 4 8 12 14 8 16 32
Number of Processors Number of Processors

(a) pGraph pSCC (V2200) (b) pArray random update (RS6000)

60| oo Linear

m—m Aggregation 1
50| *—= Aggregation 50
A—A Aggregation 100

16

32
Number of Processors

(¢) pMatrix LU decomposition (RS6000)

Figure 7: Scalability Results

These experimental results allow us to draw several conclusions. Aggregation
of RMI requests is imperative for performance and the necessity of it grows with
the addition of more processors. Additionally, in some applications there is an
optimal selection of aggregation factor that properly balances the need to reduce
communication overhead while still providing sufficient work to minimize processor
idling.

6. Related Work

Several other systems provide RMI-based high performance parallel communi-
cation protocols with similar goals to ARMI. Active messages is an extension to
one-sided communication that includes specifying a message handler on the receiv-
ing process [29]. The handler is intended to quickly integrate the message into
the ongoing computation, as opposed to general purpose computation as in RPC.
Nexus provides remote service requests (RSR), which are similar to non-blocking
RPC, and can optionally spawn a new thread on the destination to perform the
work [8]. Charm++ is an object-oriented parallel programming language that uti-
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lizes non-blocking RMI for communication [12,13]. It emphasizes split-phase exe-
cution and the creation of a large number of parallel tasks, which it dynamically
schedules and load balances, to increase latency tolerance. ARMCI is a one-sided
communication library that focuses on optimizing strided data communication, by
internally buffering and issuing fewer messages [18]. In contrast to all of these sys-
tems, ARMI includes both blocking and non-blocking communication. Similar to
ARMCI, automatic aggregation buffering is available for the non-blocking requests,
although ARMI is more expressive in that it will aggregate multiple discrete calls,
instead of just within a single call.

Others have considered combining shared-memory and message passing into
mixed-mode programs, dubbed hybrid [3,26,4] or multi-protocol [14,19,7] ap-
proaches. Hybrid approaches use multiple levels of parallelism, employing a dif-
ferent protocol at each level, all of which are visible to the end user. Multi-protocol
can be used on a single level, and employ different protocols for different destina-
tions. ARMI focuses on multi-protocol communication and thus requires the end
user to only master one set of communication primitives.

Finally, unlike other existing systems, the current implementation of the ARMI
translates directly into MPI, OpenMP /Pthreads, or a combination, leveraging their
already highly tuned, vendor provided facilities.

7. Conclusions

In this paper we present ARMI, a high level communication library that we have
developed for our generic parallel library, STAPL, but which can be used indepen-
dently in any parallel C+4 code. ARMI is based on an adaptive implementation
of RMI, which allows the user to exploit fine-grain parallelism, while handling low-
level details such as scheduling incoming communication and aggregating outgoing
communication. These details can be tuned for specific machines to provide the
maximum performance possible without modification to user code. A fine-grain
parallelization allows ARMI to fully exploit resources on a shared-memory system,
while coarsening communication via aggregation for a large message passing system.

Our first implementation shows good results, which will be improved upon. We
are currently working on finding a better way to alternate between communication
activity and computation by using multi-threading. This approach promises to be
very useful on systems that may have a dedicated communication processor or that
supports multi-threading in hardware. Furthermore, such an implementation can
help decouple the design of computation activity (the real work) from communica-
tion (an overhead due to the distributed nature of large machines).
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